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Abstract

Neural ratio estimation is an effective technique for using neural networks to learn
likelihood ratios from simulated data, which can be used for applications such as
parameter inference and reweighting. While it can be theoretically shown that
in principle the resulting likelihood-to-evidence ratio should be independent of
the prior used to select the training data, that independence relies on achieving an
idealized classifier, which is not possible in practice. It is therefore unclear to what
extent prior independence survives under realistic training conditions, particularly
for more complicated higher-dimensional problems. In this paper, we test the
prior independence of parameter estimation for a simple Gaussian toy example.
We plan to extend this study to realistic particle physics datasets in the future.

1 Neural Ratio Estimation

Neural ratio estimation (NRE) [1, 2] is a technique for inference in which likelihood ratios are
learned directly from simulated data without an explicit parameterized form for the likelihood. It
is advantageous for problems where modeling the likelihood explicitly is intractable. One way to
perform neural ratio estimation is to use a parameterized classifier.

In parameterized neural networks, a set of parameters θ is provided as an additional input to a classi-
fier alongside the features x. As the distribution of x depends on θ, the network learns a continuous
interpolation over the parameter space, enabling a single classifier to generalize its predictions for
the output label y across varying physical hypotheses [3]. Parameterized classifiers are advantageous
because they permit modeling the parameter dependence of the data without training separate mod-
els for each parameter value. They have been used in a wide range of particle physics applications
[4, 5, 6, 7, 8], including the dependence of the Top-quark mass mt on the Pythia tuning parameters
[9].

To evaluate the likelihood-to-evidence ratio p(x|θ)/p(x) with a parameterized neural network, one
trains a binary classifier that distinguishes between samples drawn from the parameter-dependent
joint distribution and those drawn from a parameter-independent data distribution:

X0 = (x,θ) ∼ p(x)p(θ), Y0 = (y = 0)

X1 = (x,θ) ∼ p(x,θ), Y1 = (y = 1)
(1)

For balanced class priors and an ideal classifier, the “likelihood ratio trick” [10] ensures that the
trained classifier output can be expressed in terms of the likelihood ratio.

f(x,θ)

1− f(x,θ)
= r(x,θ) :=

p(x,θ)

p(x) p(θ)
=

p(θ|x)
p(θ)

, (2)
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where f ∈ [0, 1] is the trained neural network output, and we have used Bayes theorem in the last
step. From this expression, we see that the classifier output can be used to perform inference by
obtaining a distribution over parameters.

While the likelihood-to-evidence ratio is theoretically independent of the prior used to generate
the training data, this independence relies on achieving the optimal classifier. In realistic settings,
deviations from this ideal behavior can introduce a dependence on the training prior, and such effects
have been observed in some cases [11, 12]. In this work, we explore how the choice of parameter
prior p(θ) influences the likelihood ratio through its impact on parameter estimation. In particular,
we investigate the extent to which the prior used to generate training data affects the efficacy of
parameter estimation in practice using a simple Gaussian toy example, a common benchmark in
simulation-based inference studies [13].

2 Analysis Setup

We use NRE to infer the true θ values that describe the means of the distributions from the data
samples. To evaluate how the inferred values of θ (and hence the inferred likelihood-to-evidence
ratio) depend on the choice of prior for θ, we generate d-dimensional data samples x (with d ∈
[1, 6]) from multidimensional Gaussians N (θ, σd = 2). The parameters θ ∈ Rd are drawn from four
distinct prior distributions pi(θ) normalized over [0, 10]d: a uniform prior, a normal prior N (5, 4),
an exponential prior with λ = −0.1, and a discrete grid with spacing h = 0.2.

For each prior distribution, the training samples for the data-independent class Y0 were drawn
according to X0 = (x0,θa) ∼ pi(x) pi(θ), and similarly for the data-dependent class Y1 with
X1 = (x1,θc) ∼ pi(x,θ) from distributions

θa,θb,θc
iid∼ pi(θ), x0 ∼ p(x | θb), x1 ∼ p(x | θc). (3)

To improve robustness, we compute the likelihood-to-evidence ratio using 15 independently drawn
samples for each prior, and combine them according to:

ri(θ | x(1), . . . ,x(m)) =

∏m
k=1 ri(x

(k),θ)∫
Ω

∏m
k=1 ri(x

(k),θ′) dθ′ . (4)

The classifier used for ratio estimation is a small multi-layer perceptron architecture with input
(x,θ) ∈ R2d, 4 dense layers with 64 units each and ReLU activation, trained in a supervised
manner for 5 epochs for every prior configuration. The output is a single sigmoid-activated unit
and BCE loss. The dataset is as described around Eq. 3 with a total sample size of 105 and a
training/test/validation split of 70% / 15% / 15%. To test the classifiers’ training this way, the
parameter θ is estimated using Eq. 2, by evaluating each of the trained classifiers with 15 unique
samples for 25d uniformly spaced values of θ.

3 Results

The performance of NRE in approximating the likelihood can be evaluated through its accuracy in
parameter inference and reweighting. In this work, we restrict our study to parameter inference for
brevity. We judge the quality of inference using the maximum likelihood ratio estimate (MLE) and
highest likelihood ratio density (HLD) intervals, where the latter can be interpreted as the uncertainty
on the former. Figure 1 illustrates how these quantities are obtained. Mathematically, the MLE θ̂i

for prior i is defined as the argument maximizing the likelihood ratio; and the bias bi,j in dimension
axis j ∈ [1, d] is defined as the distance between θ̂i and the true parameter θi,j :

θ̂i = argmax
θ∈Ω

ri(θ | Xi), bi,j = θ̂i,j − θi,j (5)
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with Xi =
(
x(1), . . . ,x(m)

)
. The α-HLD H(α)

i is defined as the interval covering the fraction α of
the likelihood ratio surrounding the maximum:

H(α)
i =

{
θ ∈ Ω : ri(θ | Xi) ≥ c

(α)
i

}
, c

(α)
i s.t.

∫
H(α)

i

ri(θ | Xi) dθ = α . (6)
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Figure 1: One and two-dimensional projections of the three-dimensional likelihood ratio, with train-
ing data sampled from an exponential prior around the true inference point θ = (5.0, 5.0, 5.0).

From here, the HLD interval width ∆
(α)
i,j along dimension axis j is defined as the distance of the

interval boundaries:

∆
(α)
i,j = U

(α)
i,j − L

(α)
i,j , L

(α)
i,j = min

θ∈H(α)
i

θj , U
(α)
i,j = max

θ∈H(α)
i

θj . (7)

The bias and HLD intervals are shown in figure 2, which compares the inferred parameters to the
true values for four different training priors. The consistent overlap of the HLD intervals with the
true parameter across all four panels indicates that parameter inference—and thus the likelihood
ratio—is robust to the choice of prior in this simple one-dimensional setting.

We can also define the coverage of a given HLD interval as the fraction of estimated values θ̂i,j that
lie within that interval. This coverage, as well as width and bias, are calculated dimension-axis-wise
(j) for all ld inference cases for each prior and all |D| dimensionalities. Averaging across the former
two yields the measures of mean coverage, width, and bias, which we use for d > 1:

C̄
(α)
i =

1

dld

ld∑
k=1

d∑
j=0

C
(α)
i,j,k ∆̄

(α)
i =

1

dld

ld∑
k=1

d∑
j=0

∆
(α)
i,j,k b̄i =

1

dld

ld∑
k=1

d∑
j=0

bi,j,k . (8)

These metrics are shown in figure 3 for dimensions 1 through 6. From this figure we observe that
differences in coverage, width, and bias across priors are minimal, while performance depends on
dimensionality. The grid prior delivers slightly improved performance compared to the others.
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Figure 2: Parameter estimates and HLD intervals inferred from parameterized classifiers with dif-
ferent training data priors. Each panel compares the true parameter with the 68% and 95% HLD
intervals for a given prior.
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Figure 3: Summary of metrics for different prior choices and data dimensionality. The left and
middle panels show the mean coverage of 68% and 95% intervals. The right panel shows the mean
absolute bias and 68% HLD width. Differences between priors are insignificant compared to differ-
ences in dimensionality.

4 Conclusion

This work examines the robustness of the theoretical insight that neural ratio estimation using param-
eterized neural networks should be prior-independent. Specifically, we consider Gaussian datasets
in different dimensions and compare the choice of various priors for each. We find only minimal
dependence on the training prior in this set of toy examples.

While approximate prior-independence is observed in this simple example, several extensions merit
further study. In particular, a comparison based on reweighting performance will be presented in a
longer forthcoming version of this work. It is also unclear whether this behavior persists in more
complex settings, motivating similar studies on more realistic datasets and with more complex NRE
algorithms which have been developed to mitigate some of these challenges [14]. Should significant
deviations arise, it would be worthwhile to explore the design of an optimal training prior specific
to realistic particle physics problems.
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